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- Motivation

 There is an increasing amount of data about
entities that appear across multiple heterogeneous
data sets

 Combining such data requires entity resolution to
identify records about the same entity

* The ability to mine such data is important and
carries with it certain issues that need to be
considered

e \WWe here describe four issues we have encountered
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Background: EntityBases

* EntityBases

— Large-scale, organized entity knowledgebases

— composed of billions of records/millions of entities
* Each EntityBase:

— Aggregates information about a single entity type.
* e.g. PeopleBase, CompanyBase, AssetBase, GeoBase, ...
* Simple representation, broad coverage.
— Encompasses data collected from numerous, heterogeneous sources:
A virtual repository
— Consolidates data, resolving multiple references to the same entity

* Requires scalable algorithms and tools to populate,
organize and query massive EntityBases
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kground: Record Linkage Proc

Union Switch and Signal 2022 Hampton Ave Manufacturing
JPM 115 Main St Manufacturing
McDonald’s Corner of 5" and Main Food Retail
Joint Pipe Manufacturers 115 Main Street Plumbing Manufacturer
Union Sign 300 Hampton Ave Signange

McDonald’s Restaurant 532 West Main St. Restaurant

 The Record Linkage Problem: How can the same entities be
identified when they are stored in inconsistent text formats?
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- Background: EntityBases

Find the company that most closely
matches the record:

Company City Country | Key person
Adaban Tehran A. Baroul
( > EID Company City |Country| Key person
5640 | Adaban Intl Transport | Tehran Iran Parviz Toorani
109 | Adaban Petrochemical | Tehran Iran Ahmad Baroul
. 71 Kavian Industrial Tehran Iran Taghi Baroul
E ntltyBa Se 89276 Adaban Partners Dublin | Ireland Alex Nasser
1
BL‘_";('I‘"‘_‘:' . 2 MATCHING:
N - Quic _V_' entity Closely judge
prorrpsmg candidates
candidates from
large EB
3 and the Score| EID Company City |Country| Key person

99.5% | 109 | Adaban Petrochemical| Tehran Iran Ahmad Baroul

best match is:
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- Example Structured Data

EntitvB tabl Source A
ntl a5esS 1taplies
y Person Table
RowID | EntitylD | First Name SrcIlD | RecordID RowlD | Name Address Title
92 Andy 123 Main, Some | Senior Engineer
1 123 Andy A 92 smith | Town, KY, 90210
2 123 Andrew B 12 R R
Publications
Author | Ti
RowID | EntitylD | Last Name SrcIlD | RecordID RowID 5 I:Ie — L(eywcF))rds .
1 123 Smith A 92 XXX - J reaDlng;n ava Java, rogramming,...
> 123 Sith 5 12 XXX ava Databases ava, ...
RowlID | EntitylD | Street SrclD | RecordID Source B
1 123 123 Main A 92 Person Table
2 123 123 Main St. B 12 RowlID |Name |[Street City |State, ZIP [Title
12 Andrew | 123 Main | Some |KY, 90210 |Director,
- Smith [ St. Town Engineering
| | .
" Articles
. RowlID [Author|Title Topics
: XXX 12 Managing small teams [ Mgmt, XP, ...
" XXX 12 Java Database Java,...
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Example Mining Questions

What topics are “hot?”
* What topics/keywords do people cover
* Who are the experts on topic X

e What are the communities
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sues in representing the dat

el n order to find “hot?”
across publications

el n order to find expe.l
person covers, we need to count articles grouped by
people

* Inorder to find communities, we need to extract
relations between people or topics

A The EntityBases representation must be guided by
mining tasks
A Problem: We often do not know mining tasks a priori
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-tyBases Constraints for Data Mi-

e EntityBases is optimized for access and querying
— Built to handle massive amounts of data

* Want to avoid going to original sources if at all
possible

— Slow and not tractable for very large data sets across
multiple sources
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ssue 1: Correlated Attribute

Consider the case where we want to investigate the topics
that a person covers
* These may depend on attributes of the person

— For example as a person progresses in career, topics covered are
likely to change

Problem
— EntityBases loose correlations of attributes
— e.g., topic X goes with title Y or topic X1 goes with topic X2

Possible solutions
1. Ignore attribute
Use a ‘default’™ wvalue
Treat entities as different for different values
Store enough information in EntityBases to keep correlations
Get the original records

kW
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Issue 2: Canonical Records

* When mining across entities, we want to only get
one record per entity

Row ID | EntitylD Name Source
64 123 S. Minton A
75 123 Steve Minten B
108 123 S. N. Minton A
259 123 Minton, Steve C
]t 1 s not <c¢cl ear what t

value of an attribute might be

— In addition, the canonical record may very well be a
combination of multiple records —i.e., there is no
single observed canonical record

e Possible solutions: not clear
— The most recent? Most common?
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ssue 3: Authoritative Record.

* Consider the case where there are multiple versions of an
associated record for an entity

— For example, there are multiple versions of the same paper
across different databases

* Which version should be used?
— Not a de-dup problem as the versions are different
—Only one version i1 s
— Versions cannot be removed from database

e Authoritativeness is domain dependent

e Possible Solution

— Ensure that the authority information is somehow included in
the EntityBases tables. This is sub-optimal because we want to
keep these tables lean for performance. However, there is no
clear way to resolve this otherwise.

correct
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Issue 4: Relations

* |n order to identify such things as communities,
relations between entities need to be represented

* EntityBases does not currently support relations

— Relational Entity Resolution is needed to jointly to entity
resolution amongst all entities that are related in a
particular record

— This problem has not yet received much attention

* Current solution is to do separate entity resolution
— However, we lose relations (as with correlated attributes)
— Not clear how to handle relational entity IDs in EntityBases
(entity IDs are not static—they change over time)
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8/24/2008 KDD 2008 DMBA Workshop St




Opportunity

* Our mining has identified an opportunity to
improve entity resolution

* Consider the case where two entity records by
themselves do not have enough information to
decide whether they refer to the same entity
— We potentially have more information:

all the related records for the entity (e.g., papers)

— Related records may contain enough supporting
evidence to identify a match between a pair of
records (in fact, this is true in our target domain of
journalists and news articles)
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Discussion

* We have started exploring data mining on top of our EntityBases
technology

— This technology normalizes data and identifies which records are
about the same entity

* Performing data mining on such data is non-trivial and one must
be careful in how one represents the data in the EntityBases to
ensure that mining can be done

* We identified four specific issues in our initial exploration of
mining the data:
1. Correlated Attributes
2. Canonical Records
3. Authoritative Records
4. Entity Relations

 We also identified a way for data mining to help improve entity
resolution by mining related records

— This is something that we are currently exploring
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Thank You

Sofus A. Macskassy (sofmac@fetch.com)
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